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1. Purpose

The purpose of this document is to 1) describe the provenance, quality control, and curation of the Add
Health epigenetic data set and 2) to aid the user in their analysis.

2. Study

2.1 The National Longitudinal Study of Adolescent to Adult Health (Add Health)

The National Longitudinal Study of Adolescent to Adult Health is an ongoing, nationally-representative,
longitudinal study of the social, behavioral, and biological linkages in health and developmental
trajectories from early adolescence into adulthood. The cohort was drawn from a probability sample of
132 middle and high schools and is representative of American adolescents in grades 7-12 in 1994-1995.
The adolescent cohort has been followed for 25 years with in-home interviews in 1995 (Wave 1), 1996
(Wave II), 2001-02 (Wave lIl), 2008 (Wave 1V), and 2016-2018 (Wave V) and 2022-2025 (Wave VI). Wave V
was conducted when respondents were aged 33-43. The study design included an embedded genetic
sample of pairs of identical twins, fraternal twins, full siblings, half siblings, and adolescents who grew up
in the same household but have no biological relationship. The study population is a multiracial and
multiethnic sample with substantial numbers of individuals with Hispanic and Asian ancestry. For more
information about the original design of Add Health see Harris 2010, Harris et al. 2013, and Harris et al
2019.

2.2 Epigenetic study

The rationale for this study of the methylation patterns on the genomes of Add Health participants is to
understand the biological impact of social stressors. Methylation patterns are being increasingly mapped
to social stressors and may help to explain how social and contextual exposures are biologically embedded
to affect health and disease (Harris 2024). Further, an accounting of these methylation patterns permits
the generation of epigenetic clock ages that describe the biological age of an individual and allow
researchers to link exposures and stressors to aging patterns. Finally, this data collection augments
existing genotyping, gene expression, and biomarker analysis for a subset of the Add Health participants
such that precise mechanisms of pathology might be elucidated.
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3. Participant Sampling

Specimens were collected as part of the Wave V biomarker visit. After participating in the Wave V survey,
respondents were visited by a field examiner/phlebotomist to collect physical measures, biological
specimens, and a medications inventory. Venous blood (10 mL serum + 10 mL EDTA + 3 mL EDTA + 6 mL
potassium oxalate / sodium fluoride + PAXgene sample), was collected via conventional phlebotomy,
promptly centrifuged in the field, and securely shipped on ice to the Laboratory for Clinical Biochemistry
Research (LCBR) in Vermont for re-centrifugation, aliquoting, biomarker assay, and archival storage.
Biomarker weights were calculated to make the sample representative of the US population of high
schoolers in 1994; these can be found here.

LCBR protocol - DNA extraction from RBC tubes

Starting March 2019

‘ ‘ 1.25 pgsentto
UT for study

_ V?S ng/uL~17 uls
Extract into |
—_— _

' ~5 g DNA v i ‘ ‘ ‘ ‘ ‘ ‘
/ v oY v
l 17 18 19
Packed \ l Aliquotinto
cells .

LCBR cryo vial numbers
Stored at LCBR
1ml samples in -80° freezers
21

20
LCBR cryo vial numbers
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4. Other data collected at biomarker visit

4.1 Clinical covariates

Survey questions were asked at the date/time of blood collection to address potential clinical
confounders. Such data included respondents’ compliance with physicians’ requests to avoid caffeinated
beverages and foods, heavy physical activity, smoking, and alcohol intake preceding biomarker
measurements; time since last ingestion of food; pregnancy, recent infection, and other conditions under
which measurements were made. These can be found here.

4.2 Medication inventory

A medication inventory was also generated to record potential pharmacological confounders. Data on
medications were crucial because many therapeutic classes of medications affect gene expression and
methylation. Collection of medication data in Wave V closely followed the efforts at Wave IV in which a
general internist and cardiovascular epidemiologist with expertise in medication classification manually
assigned therapeutic classes using two on-line coding databases (Lexi-Comp® On-LineTM, Lexi-Comp®,
Inc.; Hudson, OH and MICROMEDEX® 1.0, Thomson Reuters Healthcare, Inc; Philadelphia, PA). These can
be found here.
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https://addhealth.cpc.unc.edu/wp-content/uploads/docs/restricted_use/Wave-V-Mixed-Mode-Survey.zip
https://addhealth.cpc.unc.edu/wp-content/uploads/docs/restricted_use/WaveVMedications-HomeExam.zip

5. Methylation quantification

DNA was extracted from blood samples using Puregene kits and stored at the LCBR laboratory at -20
degrees Celsius before being quantified and quality checked using the PicoGreen dsDNA kit from
Thermofisher and the Synergy4 fluorometer at which time they were sent to Eric Boerwinkle and Megan
Grove at the Human Genetics Center Core Laboratory at the University of Texas Health Science Center at
the University of Texas, Houston (UT Houston) for methylation analysis using the lllumina Infinium
chemistry. The quality of DNA was determined by gel electrophoresis and 500 nanograms of the DNA was
subjected to bisulfite conversion using the EZ-96 DNAm Kit (Zymo Research Corporation; Irvine, CA, USA).
DNAm levels across ~850,000 sites were measured using the Infinium MethylationEPIC BeadChip (Illumina,
Inc.; San Diego, CA). Each plate included control samples, including one positive control (Universal
Methylated Human DNA Standard; Zymo Research Corporation; Irvine, CA, USA), one negative control,
which is human DNA that has been whole genome amplified with phi29 DNA polymerase to create an
unmethylated control, and replicates that allow for evaluation of the consistency of DNAm measurements
at individual CpG sites. Samples were distributed randomly across plates based upon an ordinal ranking of
an internal ID. The resulting data from the chip were read into idat files that indicate the green and red
wavelength fluorescence intensity at each site on the EPIC chip and transmitted as data matrices from the
UT Houston laboratory to Add Health personnel. Samples were assembled at the following times, with
each batch being run independently (each batch contained multiple plates). Samples were prioritized to
earlier batches based upon minoritized racial/ethnic identity, samples that had been part of earlier GWAS
data collections, and samples having blood collection at multiple time points. Samples were arrayed onto
56 plates as below. Batch2 was split into two parts randomly to accommodate computational constraints.

Batch1: 08/20/2020 Plate ADH_EPIC_01— ADH_EPIC_24 n=2022
Batch2a: 03/17/2022 Plate ADH_EPIC_25 — ADH_EPIC_54 n=1315
Batch2b: 03/17/2022 Plate ADH_EPIC_25 — ADH_EPIC_54 n=1339
Batch3: 05/09/2022 Plates ADH_EPIC_28,32,43,47,49,50,51,55,56 n=64

Batch4: 07/19/2022 Plates ADH_EPIC_16,23 n=50
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6. EPIC 850K Chip

The chip used to generate the data in this dataset is the Illumina EPIC 850K which contains 866,836
epigenetic markers including CpG sites, DNase hypersensitivity regions, SNPs, oncologically methylated
sites, and various other probe sets. The sites covered by probes on this chip include all autosomes and
both sex chromosomes. These sites include most of the sites from other common methylation arrays
including the 450K chip as well as 350,000 new probes covering sites annotated by the Fantom5 and
ENCODE projects as being important regulatory sites. There are two types of probe sets included in this
dataset; type | probes have two separate probe sequences per CpG site (one each for methylated and
unmethylated CpGs), whereas type 2 probe sets have just one probe sequence per CpG site. Type 2 probe
sets are preferred because of their simplicity, but type | probes are retained because they can distinguish
methylation in denser regions of CpG sites. Importantly, with the addition of many more probes over
previous chips, there is evidence of cross hybridization of some probe sets to related sequences elsewhere
in the genome, and these require censoring as described later. Additionally, some probe sets fail to detect
their targets at all and also must be censored.

/. Data pre-processing

7.1 RGChannelSet

The Minfi R bioconductor package was used to generate summarized experiment objects from the red and
green fluorescence intensity matrices provided by the laboratory. The first data transformation included
the creation of an RGChannelSet object using the following R code:

library(minfi)

library(IlluminaHumanMethylationEPICmanifest)
library(IlluminaHumanMethylationEPICanno.ilm10b4.hgl9)
manifest=read_excel('~/epigenetics/ADH_EPIC_SampleInfo_BatchX DATE.x1lsx') %>%

#it### change vialid name
dplyr::rename(vialid=SampleID) %>%

##### arrange by vialid
arrange(vialid) %>%

##### join with crosswalk
left_join(cw,by="vialid') %>%

##### add path to basename
mutate(Basename = paste@('~/epigenetics/batchX/idats/',Rownames)) %>%

##### check that idats exist
filter(file.exists(paste@(Basename,' Grn.idat')))

## make rgset and save
rgset = read.metharray.exp(targets=manifest)
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This object contains the following manifest metadata:

IlluminaMethylationManifest object
Annotation

array: llluminaHumanMethylationEPIC
Number of type | probes: 142262
Number of type Il probes: 724574
Number of control probes: 635
Number of SNP type | probes: 21
Number of SNP type Il probes: 38

Additionally, the metadata for this summarized object is as follows:

class: RGChannelSet
dim: Batch1 1051539 2022
dim: Batch2a 1051943 1315
dim: Batch2b 1051943 1339
dim: Batch3 1051815 58
dim Batch4 1051943 64
metadata(0):
assays(2): Green Red
rownames(1051539/1051943): 1600101 1600111 ... 99810990 99810992
rowData names(0):
colnames(2022): 204068280089 _R03C01 204068280089 _R04C01 ...
204074220145_R02C01 204073570043 _R04C01
colData names(0):
Annotation
array: llluminaHumanMethylationEPIC
annotation: iim10b4.hg19
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/7.2 Genomic RatioSet

The mset object was converted to a genomic ratioset which may be used to extract betas, copy number,
and m values. The function preprocessFunnorm implements a functional normalization algorithm that
uses the internal control probes to infer between-array technical variation. By default,

preprocessFunnorm applies the preprocessNoob function as a first step for background subtraction and
uses the first two principal components of the control probes to infer the unwanted variation. This process
maps the methylation signals to the genome and is implemented using the following R code:

grset = preprocessFunnorm(rgset)

The grset object metadata is as follows:

class: GenomicRatioSet
dim: Batch1 865859 2022
dim: Batch2a 865859 1315
dim: Batch2b 865859 1339
dim: Batch3 865859 58
dim: Batch4 865859 64
metadata(0):
assays(2): Beta CN
rownames(865859): cg14817997 cg26928153 ... cg07587934 cg16855331
rowData names(0):
colnames(2022): 204068280089 _R03C01 204068280089 _R04CO01 ...
204074220145_R02C01 204073570043 _R04C01
colData names(3): xMed yMed predictedSex
Annotation
array: llluminaHumanMethylationEPIC
annotation: iim10b4.hg19
Preprocessing
Method: NA
minfi version: NA
Manifest version: NA

The betas, copy number (cn), and m values are extracted from the grset object. Some of the CpG sites
overlap with short nucleotide polymorphisms and must be censored prior to betas, cn, and m value
generation. This is done using the following R code:

grset = dropLociWithSnps(grset, snps=c("SBE","CpG"), maf=0)
beta = getBeta(grset)

m = getM(grset)

cn = getCN(grset)

These objects were saved as csv files, subjected to further quality control.
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8. Quality Control

8.1 Intensity plot

The Minfi package contains a standardized set of quality control analysis functions. The first of these
functions determines if there exists an imbalance in the fluorescence intensity between methylated and
unmethylated sites for any individual in the dataset. This was conducted using the following R code and
resulted in the following plot:

gc = getQC(mset)
plotQC(qc)

Batch1 Batch2a Batch2b
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This indicates that there are several individuals with signal intensities below the expected rates and
represent outliers. The cutoff for failing on mu intensity, was set at mmed 10.8, umed 9.8. This is a
visualization and no censoring was based upon this.
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8.2 Density plot

The second Minfi quality control function generates a density plot which analyzes if any of the samples
have high levels of hemimethylation, that is, partially methylated sites. This density plot is produced using
the following R code and generates the following plot:

densityPlot(mset)
Batch1
* =
g 77 §
8 =~ &
-
|| | I ] ] ] ] L]
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Batch2b Batch3 Beta
-+ - s
o - " -
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§ o E v
o o
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] I ] | ] ] ] L] ] ] ] ] I
0.0 0.2 0.4 06 08 1.0 0.0 0.2 0.4 06 08 1.0

Beta

Density
2 3

This output indicates that there were no samples with an intermediate level of methylation and instead
there were two clear peaks: one for unmethylated signal and one for methylated signal.
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8.3 Control Strip Plot

This array contains several internal control probes that can be used to assess the quality control of
different sample preparation steps (bisulfite conversion, hybridization, etc.). The values of these control
probes are stored in the initial RGChannelSet and can be plotted by using the function controlStripPlot and
by specifying the control probe type. This is shown for bisulfite conversion using the following R code and
generates the following plot:

controlStripPlot(rgset, controls="BISULFITE CONVERSION II")

Batchi Batch2a Batch2b

Conirod BISUALFITE CONVERSION 1
Control: BISULFITE CONVERSION Il Cantrol BESULFITE COMVE RSmON 8

L Cirwar
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Batch3 Batch4
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;1 '3
;,f ﬁ' -
e B/ h

Six samples have outlier signal intensity for the green and red channels.
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8.4 Sex check
An analysis of the signal intensity of sites on the X and Y sex chromosomes was completed and compared
to recorded survey information about sex. This analysis was completed using the following R code:

predictedSex = getSex(grset, cutoff = -2)$predictedSex

Batch1 Batch2a Batch2b
13 13 -'
19 — ]
. 12 =
E 1
> 10
10 K
8 g
12 13 115 120 125 130 135 115 120 125 130 135 140
xMed *Med xMed
Batch3 Batch4 '
i predictedSex
13 .." A I - " F
.“. .*#
e M
12 12
3, B
= =2 11
= =4

of 1ol Sodace | | SN

120 125 130 135 12.5 13.0
xMed xMed

One individual was inconsistent between recorded survey responses about sex and predictedSex and was
censored from further analysis.

15|Page



8.5 Sample cross contamination

Cross contamination between samples was analyzed using the EWAStools package function
“enumerate_sample_donor” which uses the SNP probes in the dataset to determine which samples have
nearly perfect concordance. As expected, this identified technical and biological replicates as well as
monozygotic twins. 3 pairs of individuals who were neither monozygotic twins nor replicates appeared
identical to one another according to their genotyping. These individuals had been genotyped previously
and were found to be unrelated and arose from different households. Thus, these individuals were likely a
result of cross contamination and were removed from the dataset.

8.6 Multidimensional scaling

The 50000 most variable CpG sites were selected, and a multidimensional analysis was conducted to
identify outlier individuals. As expected, the most variable sites were primarily in the sex chromosomes
and thus clustered males and females separately.

The absence of any obvious outliers and the clear clustering of males and females necessitated no more
censoring of individuals.
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9 Replicates

9.1 Technical replicates

There were multiple types of embedded controls represented in this data set. The first type of embedded
control were technical replicates. These were samples that were analyzed on separate chips but arose
from the same sample. There were 106 such samples in 53 pairs. The correlation of beta values between
these samples was analyzed by Spearman rank correlation and presented in the following figure:

Technical replicates and other pairs

200
150
pair_type
€ other
=
8 paired
- same
50

07 08 09 1.0
Spearman correlation value

The blue indicates samples compared to themselves, which, by definition, has a correlation measure of
1.0. The red indicates all comparisons between each of the 53 samples with each other (across
individuals). Finally, green indicates the correlation of paired samples. While the correlation rates were
high for all samples, the correlation between the samples and their paired mate from a different chip were
measurably higher and thus provided confidence that the inter-array variability was low. Some technical
replicates were present on different plates and chips, underscoring the reliability of these data.
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9.2 Biological replicates

The second type of replicates present in this data set were biological replicates taken from the same
participant one week apart. There may be some small changes in methylation patterns at this time scale
but they should be swamped by the differences that exist between individuals. There were 204 such
samples (102 pairs). The correlation of beta values between the first sample and the sample taken one
week later is expressed in Spearman correlation values as follows:

Biological replicates and other pairs

B0OO

600
pair_type
€ other
3
8 00 paired
same
200

0.5 0.6 0.7 0.8 0.9 1.0
Spearman correlation value

The blue indicates samples compared to themselves, which, by definition, has a correlation measure of
1.0. The red indicates all comparisons between each of the 102 samples with each other (across
individuals). Finally, green indicates the correlation of paired samples from the same individual drawn ~1
week apart (n=102). While the correlation rates were high for all samples, the correlation between the
samples and their paired mate from one week later were measurably higher and thus provided confidence
that the variability in the signal was more related to inter individual differences than technical or
chronological variability. Like the technical replicates, some of the biological replicates were contained on
the same plate and chip but not all were.
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10. Households

10.1 Shared household pairs
Some individuals shared an originating household but were biologically unrelated. These individuals may
offer insight into aspects of shared environments. There are 13 such pairs of participants.

10.2 Related individuals
Some individuals were biologically related to others as monozygotic, dizygotic, full sibling, or half siblings.
Information about this can be found here. The distribution of pairs is as follows:

monozygotic twins: 61 pairs

dizygotic twins: 40 pairs

full siblings:100 pairs

half siblings: 20 pairs

cousins: 14 pairs

biologically unrelated but same household: 13 pairs

11. Site Filtering

The initial number of probe sets present in this data set reflects over 850,000 sites in the genome, but not
all are suitable for use in determining epigenetic age, allostatic load, or differential methylation. Some of
these non-suitable sites include SNPs, which may include methylation in some participants but not others
as a byproduct of their nucleotide sequence. Therefore, CpG sites overlapping with a SNP were censored
from analysis using the following code in R:

dropLociWithSnps(grset, snps=c("SBE","CpG"), maf=0)

Further, some of the probe sets failed to detect signal in more than 5% of participants and were also
censored. This was achieved using the following code in R:

dp = detectionP(rgset, type = "m+u"
failed = dp > 90.01
rgset = rgset[!rowSums(failed) > 0.05,]

Finally, there is evidence of cross hybridization of some of the probe sets with other sites in the genome.
Usage of these probes would complicate interpretation, thus they were removed. The 43,000 sites
identified as containing cross reactive probes by Pidsley 2016 were censored from the final data set.
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12. Sample filtering

The methylation subsample included Add Health Wave V participants who participated in the home exam
and gave blood. The participants also have GWAS, transcriptome, and biomarker data available. We
collected 4,834 10ml EDTA tubes, of which 36 failed quality control, leaving 4,798 samples. Of these 4,798
samples, 102 were repeat collections from the same individual at a second time point as part of our
quality control protocol, 53 were technical replicates, 6 failed bisulfite conversion (see section 8.3), 6
failed due to cross contamination (see section 8.5), 4 failed due to intensity (see section 8.1), and 1 failed
due sex mismatch (see section 8.4) leaving a final sample size of 4,626 samples each from a unique
participant. No other filtering of samples was done.
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13. Batch Correction

The R package ComBat was used to correct for batch. Data is available for both non-batch corrected, and
batch corrected betas by chromosome eg. 4 chromosome 1 only data files were batch corrected together,
and then the same for each following chromosome. Batch2a and Batch2b were corrected as though they
were separate batches despite arising from the same run for computational demand reasons.

14. Recommendations for usage
This data can be used to train aging clocks including the commonly cited ones here.

This data set may be used to find associations between individual differentially methylated sites using the
Minfi R package function dmpfinder as follows:

designMatrix <- model.matrix(~ pheno+covariatel+covariate2+covariate3)
dmp = dmpFinder(beta, designMatrix, type = "continuous")

In this example, the methylation beta matrix is referred to as “beta” and a phenotype object containing
continuous values is saved as “designMatrix”. The dmpfinder function will yield the following fields: CpG
site, intercept, beta (model coefficient), t value, p value. This function calls the Limma R package, which
can be used to incorporate covariates such as age, gender, race/ethnicity, cell types, and any other
relevant variables.

The resulting outputs can be used to construct volcano plots which show the fold change of methylation
on the X axis and the negative log of the p value on the Y axis for each site in the data set. Additionally,
ggplots and manhattan plots can be used to visualize sites departing from random expectation and where
those sites fall within the genome.

Another way in which this data set might be used is to find whole regions of the genome that are
differentially methylated (termed “differentially methylated regions” or DMRs). This is distinct from the
first application which identifies individual sites that are differentially methylated. This process uses the
Minfi R package function bumphunter as follows:

dmrs = bumphunter(grset, design = designMatrix, cutoff = 0.2, B=1000, type="Beta")

The grset is available as described above. The phenotype is constructed as above using a Limma design
matrix. The cutoff parameter indicates the difference between conditions necessary to be considered a
candidate region (shown as 20% in this example), and the B parameter indicates the number of allowable
permutations.

A third way in which this data might be used is to draw associations between gene sets that are
differentially methylated in response to certain exposures. This may include a priori defined gene sets or
use ontologically described biological pathways to further understand the differences between individuals
with different exposures.

Lastly, this data set might be used to understand what exposures contribute to an increase in the rate of
aging by looking for associations between epigenetic signatures/clocks (available directly from the study)
and other variables of interest. (Harris 2024)
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